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BBC World Service archive 

Around 70,000 radio programmes 
•  Covering +60 years 
•  ~ 3 years of continuous audio 
•  Sparse metadata 
•  ~ 500 TB of content 
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The Content by genre 
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The Content (Corpus) 

 
All the BBC World Service's English language output 
 
Plays, features, documentaries going back 60 years 
 
Uncompressed WAVs and high quality MP3s 
 
Rights cleared for worldwide use 
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Why we have to use language tools 

•  Impossible to re-categorise 
 
•  Some of this content very specialised domains 
 
•  Need to identify links within programmes, and to the 

web 
 
•  Ongoing growing archive 
 
•  Constant pressure to spend more money on 

programmes, less on programme 'management' 
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Why it's interesting and useful 

•  Experimenting with a massive dataset 
 
•  Researching complex GUIs, worldwide content, 

interesting journeys 
 
•  Useful for other BBC content areas 
 
•  Useful for other domains 
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Why this is hard 

•  Lack of publicly available acoustic and language 
models for speech recognition.  
•  Most available acoustic models and language models 

(often under no clear licensing because derived from 
commercial datasets) are trained on US English, with 
US speakers. 
•  Real need for a good, open-source, British English 

acoustic model 
•  Need for good open language models for a variety of 

domains.  
•  World Service English unique! 
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Processing the World Service archive 

•  Workflow steps isolated in individual workers 
 
•  Computation-intensive workers on Amazon Web 

Services 
 
•   All managed by Message Queues and an API 

centralising the data 
 
•  Only bottleneck: upload speed to Amazon's servers 
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Speech recognition tools 

•  Using CMU Sphinx 
 
•  HUB4 acoustic model 
 
•  Language model derived from the Gigaword corpus 
 
•  Word Error Rate of about 47% 
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In action 
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Peer reviewed outputs 

•  Two papers at World Wide Web conference, April 2012 
 
•   One paper at Extended Semantic Web Conference, May 

2012 
 
•  Two posters and one paper at IBC, 2012 
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Critical issues 

•  Currently around 40% accuracy 
 
•  Needs to get better at understanding complex vocab, 

unusual language 
 
•  Reaching limit of existing state of the art 
 
•  Embedding best-of-breed academics with team 
 
•  Plan for public trial 
 
•  Speech rec needs more help! 
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Thank you 

•  george.wright@bbc.co.uk 
 
•  http://bbc.in/ws_archive 
 
•  http://bbc.co.uk/rd/ 
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