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Abstract
This section of the workbook descrilteg principlesandmechanisnof anintegrativeeffort in machinetranslation(MT) evaluation.
Building upon previaus stardardizatia initiatives, aboveall ISO/IEC 9126, 14598 ard EAGLES, we attenpt to classify into a
coherenttaxoromy most of the characteristicsattributesand metrics that have been proposedfor MT evaluation. The main
articulationof this flexible framework is thelink betweena taxonony thathelpsevaluatorglefinea contextof usefor the evaluated
software,andataxonony of the quality characteristicandassociatedanetrics. The documenbverviews theseelerments andprovides

a perspective onngoing work in MT evaluation.

1. Introduction

Evaluging machhne translation is important for
everone involved: researchermeed to know if their
theoriesmake a difference, commercid developersvant
to impresscustamers, and users have to decide which
system to employ. Given the richnes of the literature,
andthe complexity of the enterprisethereis a needfor
an overall perspectivesamething that heps the potental
evaludor approachthe problemin a moreinformed way,
and that might help pave the way toward an eventual
theory of MT evaluaion.

Our main effort is to build a coherentoveniew of the
various featuresand metrics usedin the past,to offer a
common descriptiveframework and vocabulay, and to
unify the processof evaliation desgn. Therefore, we
presenthere a paraneterizabletaxonomy of the various
attributesof an MT systam thatarerelevan to its utility,
aswell ascorrespondencdsetween the intendedcontext
of use and the desiredsystem qualiies, i.e., a quality
model. Our initiative builds upon previous work in the
standardizatiorof evaluation, while appling to MT the
ISO/IEC stadards for softiare evaluaion.

We first review (Secton 2) the man evaluation
efforts in MT and in sdftware ergineerirg (ISO/IEC
standards). Then we describe the need for two
taxonamies, one relating the context of use (analyzedin
Section3) to the quality charactestics,the otherrelating
the quality characteristis to the metrics.In Secton 4 we
provide a brief overvien of these taxanomies, togeher
with a view on their dissenination and use. We finally
outline (Sedion 5) our perspectivesn currentandfuture
developnens.

2. Formalizing Evaluation: from MT to
Software Engineering

2.1. Previous Approachesto MT Evaluation

The pathto a systamatic picture of MT evaliationis
long and hard. While it is impossible to write a
compréersive overview of the MT evaludion literature,
certaintendenciesand trendsshould be mentioned.First,
throughaout the history of evduation, two aspects- often
called quality and fidelity — stand out. Particulary MT
researchersoften fed that if a systan produces
syntacticaly and lexically well-formed sentences (i.e.,
high qualty output), and does not distort the meaning
(semantics) of the input (i.e., high fidelity), then the
evaludion is suficient. Systemdevelopers iad real-world
users often add evaluation measures, notably system
extersibility (how eay it is for a userto addnew words,
grammar, andtrarsfer rules), coverage(specializaibn of
the system to the domains of interest),and price. In fact,
asdiscwssedin (Church and Hovy, 1993),for somereal
world applicationsquality may take a back sed to these
factors.

Various ways of meawsiring qudity have been
proposed, some focusng on specfic syntactic
construcions (relative clauses,number agreenent, etc.)
(Flanayan, 1994), others simply asking judgesto rate
eachsentenceas a whole on an N-point scale(White et
al.,, 1992 194; Doyon et al.,, 1998) and others
autamaically measuring the perplexiy of a targd text
agairst a bigram or trigram language model of ideal
translatims (Papineni et al., 2001). The amaunt of
agreenent among such measireshasneverbeenstudied.
Fidelity requires bilingual judges, and is usually
measiredon an N-point scaleby having judges rate how
well ead portion of the systemis output expressesthe
contentof an equivalent portion of one or more ideal
(human) translatons (White et al., 1992 19%; Doyon et
al., 1998). A proposal to measure fidelity automatically
by projectingboth system output and a number of ideal
human trarslatiors into a vectorspaceof words,andthen
measiring how far the systam's translaton deviates from
the mean of the ideal ones,is an intriguing idea whose
generaliy still needsto be proved(Thompson,1992).1n



similar vein, it may be possible to use the above
mentioned perplexiy measure also to evalate fidelity
(Papineni et al., 2001

The JganeselJEIDA study of 1992 (Nomura, 1992;
Nomura and Isahara, 1992), paralleling EAGLES,
identified two sds of 14 paraneters each: one that
characterizethe desiredcontextof useof anMT system,
and the other that characterizeghe MT system and its
output. A mappng between thesetwo set of paraneters
allows oneto detemine the degreeof match, and hence
to predictwhich system would be appropriatefor which
user.In similar vein, various companies published large
reports in which several commercid MT systems are
comparedhorowghly on a few dozencriteria (Masonand
Rinsche, 1995; Infoshop, 1999. The OVUM report
includes usability, cugtomizability, applicationto total
translation process, language coverage, teminology
building, docunentation, and others.

The variety of MT evaluatimsis enomous, from the
influential ALPAC Report (Pierce et al., 1965) to the
largestever competitve MT evaluatiors, funded by the
US Defense Advanced Research Projects Agency
(DARPA) (White et al., 1992 1994) and beyond.Saome
influential contributins are (Kay, 1980; Nagao,1989).
Van Slype (1979) produceda thoroughstudy reviewing
MT evaluationat the end of the 1970s,and reviews for
the 1980s can be found in (Lehrbergerand Bourbeau,
1988; King and Fakedal, 1990. The pre-AMTA
workshop on evduation contans a usdul setof papers
(AMTA, 1992).

2.2. The EAGLES Guidelines for
Evaluation

The EuropearEAGLES initiatives (1993-19%) came
into being asan attempt to createstandardsfor language
engneerihg. It was acceptedthat no single evalation
schene could be developed even for a specfic
application, simply becausewhat counted as a "good"
system would dependcritically on the useof the system.
However, it did seen possible to create a general
framework for evalation desigh, which coud guide the
creationof individual evaluatiors and make it easier to
understad and compare the realts. An important
influence herewas the 1993 reportby Sparck-Jaesand
Galliers, later published in book form (1996), and the
ISO/IEC 9126 (cf. next section).

These first attempts proposedthe definition of a
generalqudity model for NLP systems in tems of a
hierarchicaly structured set of features and attributes,
where the leaves of the structure were measirable

NLP

attributes,with which specific metrics were associated.

The specific needsof a particular useror classof users
were cateredfor by extracting from the general model
just thosefeaturesrelevant to that user,and by allowing
therestts of metrics to be combinedin differert ways in
order to reflect differing needs. These attempts were
validated by application to quite simple exanples of
language technology: spelling chedkers, then grammar
checkers (TEMAA, 1996) and translation memory
systems (preliminaly work), but the EAGLES
methodology was also used outside the project for
dialogue, speech recoijon and dictatiorsystams.
When the ISLE project (International Stendardsfor
Language Engineerng) was proposedin 199, the

American partnershadalsobeenworking along the lines
of taxonamies of features (Hovy, 1999), focusirg
explicitly on MT anddevelopingin the sane formalism a
taxonanization of user needs,alorng the lines suggesed
by the JEIDA study (Nomura, 1992) The evaluatin
working groupof the ISLE project(oneof thethreelSLE
working groups)thereforedecidedto concentrateon MT
systams.

2.3. The ISO/IEC Standards for Software
Evaluation

2.3.1. A Growing Set of Standards

The International Organizdion for Standardization
(ISO) together with the Internaticmal Electrotecinical
Commission (IEC) haveinitiated in the pastdecadean
importanteffort towardsthe standardizatiorof software
evaludion. In 1991 appeard the ISO/IEC 9126 standard
(ISO/IEC-9126, 1991), a milestmne that proposed a
definition of the conceptof qualty, and decomposed
software quality into six generic quality characteristis.
Evaludion is the measire of the quality of a system in a
given contet, as statedby the definition of quality as
"the totality of features andcharacteriics of a productor
servicethatbearon its ability to saisfy statedor implied
needs" (ISO/IEC9126,91,p. 2)

Subsequuet efforts led to a setof standardssame still
in draft versiors today. It appearedhata new series was
necesary for the evalation processpf which thefirst in
the series(ISO/IEC-14598,1998 2001, Pat 1) provides
an overview. The new versin of the ISO/IEC 9126
standard will finally comprise four interrelated
standards: standards for software quality models
(ISO/IEC-9126-1, 2001 for external, interal andquality
in use metrics (ISO/IEC 9126- 2 to 4, unpublided).
Regardiny the 14598series(ISO/IEC1458, 1998 2001),
now completely published, volumes sulsequat to
ISO/IEC 14598-1focuson the planning and management
(1438-2) anddocumentation (145%8-6) of the evaluation
processandapply the generic organizdion framework to
developerg1458-3), aqquirers(1498-4) andevaluators
(14598-5).

2.3.2. The Definition of a Quality Model

This subsectio situates our proposal for MT
evaludion within the ISO/IEC framework. According to
ISO/IEC 14598-1(1998 2001, Part1, p. 12, fig. 4), the
software life-cycle startswith an analsis of userneeds
thatwill be arsweredby the software,which deteminein
their turn a setof specificatons. From the point of view
of quality, these are the extenal qualty requirements.
Then, the software is built during the desighn and
developnent phase,when quaity becanes an intemal
matter relatedto the characteritics of the system itsef.
Once a productis obtained,it is possibleto asses its
internd quality, then the exterral quality, i.e., the extert
to which it satidies the specifiedrequirements. Finally,
turning backto the userneedsthat were at the origin of
the sditware, quality in useis the extent to which the
software really helps usersfulfill their taks (ISO/IEG
9126-1,2001, p.11)

Quality in use does not follow auomaticaly from
externalquality sinceit is not possibleto predictall the
resuls of using the sdtware before it is completely
operationalln addition,for MT software,thereseens to



be no straighforward link, in the conceptim phase from
the extemnal quality requirenents to the intemal structure
of a system. Therefore the relation betveen externaland
internd qualities is qute loose.

Following mainly (ISO/IEG-9126-1,2001), software
quality results from six quality characteristis:
functionality
reliability
usability
efficiency
maintainability
portability

Thesecharacteristichave beenrefinedinto sdtware
subcharacteriics that are still doman-independent
(ISO/IEC 9126-1). Theseform a loose hierarcly (some
overlapping is possible), but the teminal entries are
always meagsirable feauures of the sdtware, tha is,
attributes. Following (ISO/IEC-14598, 1998-2001
Partl), "a measirementis the useof a metricto assign a
value(i.e., a meaure,beit a numberor a categoy) from
a scale to an attribute of @ntty".

The six top level quality characteristis are the same
for externalas well asfor internd quality. The hierarcly
of subcharactestics may be different, wheres the
attributesare certainly differert, since extenal quality is
measired through externd attributes (related to the
behaviorof a systam) while internal quaity is meaured
through internd attributes (relatedto intrinsic featuresof
the g/stam).

Finally, qualty in wuse realts from four
characteristis: effectiveness, productivity, safday, and
satigaction. Thesecanonly be measiredin the operating
environment of the sdtware, thus seeming less proneto
standardizationsee however (Daly-Joneset al., 1999)
and ISO/IEC 9126-4).

2.3.3. Stages in the Evaluation Process

Thefive consecuive phasesof the evaluaion process
accordingto (ISO/IEC-9126,1991, p. 6) and (ISO/IEC-
1453, 19982001, Part 5 p.7) are:

» establih the qudity requirements (the list of

required qualiy charactestics);

» specily theevaluation(specfy measuraments and
map then to requirenents);

» desig the evaluation, producirg the evaluation
plan that documents the proceduresused to
performmeasiremerts);

» execute the evaludion,
evaludion report;

» conclude theealuation.

During specfication of the measuraments, each
requiredquality charactestic must be decomposednto
the relevant sub-characteridgts, and metrics must be
specified for each of the attributes arrived at in this
process. More precisey, three elements must be
distinguished in the specfication and desigh processes;
these correspond to the faling stayes n exeaition:

» application of anetric @);

» rating d the measired vaue ©);

* integration (ass&ament) of the variows ratirgs ).

It must be notedthat(a) and(b) may be mergedin the
conceptof ‘measire’, asin ISO/IEC 14598-1,and that
integration (c) is optional. Still, at the level of concrete

producig a draft

evaludions of systams, the abovedistinction, advocated
also by EAGLES (EAGLES-Evaluation-Workgroup,
1996, seens particularly usefu: to evaluatea system, a
metric is applied for each of the selectedattribues,
yielding asa scorea raw or intrinsic score;these scores
are then transformed into marks or rating levels on a
given scde; finally, during assesmen, rating levels are
combined if a ;ngle resilt mus be provided for a stem.

A single final rating is often less informative, but
more adaptedto comparatie evaluation. However, an
expandablerating, in which a single value can be
decomposed on dend into se@eralcomponaents,is made
possiblewhen the relative strergths of the component
metrics are understood. Conversty, the EAGLES
methodoloyy (EAGLES-Evaluation-Workgroup, 1996,
p. 15) considerghe setof ratings to be the final resutlt of
the evaliation.

3. Relation between the Context of Use,
Quality Characteristics, and Metrics

Just as one cannot detemine "what is the best
house?",one cannotexpectto detemine the best MT
system without further specifcations. Justlike a house,
an MT systeam is intended for certain users,locatedin
specific circumstances, and required for specific
functions. Which paranetersto pay attention to, andhow
much weight to assgn eachone, remains the prerogatve
of the user/@aluaor. The importanceof the context for
effedive systeam deployment and use has been long
understood,and has been a focus of study for MT
specificaly in the JEIDA report (Nomura, 1992).

3.1. The Context of Use in the
Standards

While a good definition of the context of use is
essatial for accurateevalation,in ISO/IEC the context
of useplays a samewhat lesserrole. The contextof useis
consideredat the beghning of the softwares life-cycle
(ISO/IEC-14598,1998 2001, Part 1), and appeas in the
definition of qudity in use. No obvious connecton
between quality in use metrics and internal or extemnal
onesis provided.Thereis thusno overallindicaion how
to take into account the context of use in evaluating a
product.

There are however two interesing mentons of the
contextof usein ISO/IEC. First, the ISO/IEC standard
for acquirerg(ISO/IEC-14598,1998 2001, Pat 4, Annex
B, pp. 21-229 examplifies the link betveen the desired
integrity of the evaluatedsoftware (integrity pertairs to
the risk of using the soitware) and the evaluation
activities, in partiaular the choice of a quality model: for
higher integrity, more evaluaion procedureshave to be
fulfilled. The six ISO/IEC 9126 characteristicsare also
orderal differently accordingto the required integrity.
Second,(ISO/IEC-14598,1998 2001, Part5, Annex B,
pp. 22-25) gives anoter relation betveen "evaluation
techriques" and the acceptable riskéd Theseroposals
attempt thus to fill the gap between concretecontexts of
use ad generic quay models.

ISO/IEC



3.2. Relating the Context of Use to the Quality
Model

Whenspecfying an evaluation,the externalevaluaor
— apersonor agroupin chargeof estmating the quality
of MT software — must mainly provide a quality model
basedon the expectedcontext of use of the software.
Guidelinesfor MT evaluationmust therdore containthe
following elements:

1. A classfication of the main features defining a
contextof use the userof the MT systam, the
task, aad the né&ure of hie nput to thesystem.

2. A classfication of the MT software qudity
characteristis, detailedinto hierarchies of sub-
characteristis andattributes, with intemal and/or
external attributes (i.e., metrics) at the bottom
level. The upper levelsoincidewith the ISO/IEC
9126 characteristics.

3. A mappirg from the first classfication to the
second,which defines (or at least suggests) the
characteristis, sub-charactestics and attributes
or metrics that are the most relevant for each
context d use.

This broadview of evaluation is till, by comparism
to ISO/IEC, focsed on the tecticd aspecbf evduation.
Despitethe proximity betweenthe taxonamy of corntexts
of useand quality in use,we do not extend our guidelines
to quality in use, since this must be measired fully in
context, using metrics tha have less to do with MT
evaludion than with ergonamics and productivity
measires.Thereforewe haveproposeceisavhere(Hovy,
King and Popescu-Be$i, 2002) a formal model of the
mappirg at point (3) above.

To summarize, building upon the definitions in
Section 2.3.3., we corsider the set of all possible
attributes for MT software {A;, A,,..., Ay}, and the
process of evahtion s definedusing threestages andthe
correspondingnappigs: my; (applicationof metrics),r;

From this point ofview, the correspondenceéescribed
at point (3) alove holdsbetwveen a context of useand the

addressedby providing, for each context of use, the
correspondingassaegament function, i.e. the function that
assgns a greaterweight to the attributes relevant to that

choosiry a linear selectioffiuncton.

4. The Contents of the TwoTaxonomies

The schena belonv gives a general view of the
contens of the two taxonamies. The first oneenumerates
non exclusive characterists of the context of use
groupedin threecomplementary parts(tak, user,input).
The secondone developsthe quality model, and its
startirg point is the six ISO/IEC quality characteristis.
Thereadewill noticethatour efforts towardsa synthess
havenot yet succeededn unifying intemal and external
attributesunderthesesix charactestics. As mentionedin
Section 2.3.2., the link between internal features and
externalperformanceis not yet completely clearfor MT
systems. So,theinternalatributesarestructuredherein a

branch separatefrom the six ISO/IEC characteritics,
which aremeasired ly extenal metrics.

For lack of space,the hierarchiesbelow representa
brief snapsot of the actud stateof our proposal,which
may be revisedunderfeedbackirom the community. The
full verdon avdlable over the Intemet (http:/
www.issco.unige.ch/projects/isle/taxonomy2
has about 30 pages,and expaxds eachtaxon with the
correspondingmetrics extractedfrom the literature. The
webste providesan interactiveversim and a printable
version d the taxonamy.

— Secifying the context of use
— Charactestics of the translaiin task
— Assimilation
— Dissemination
— Communication
— Characteristics of the user of td& system
— Linguistic edication
— Language proficiencin source language
— Language proficiencin target language
— Presentranslation needs
— Input characteristics (auth@ndtext)
— Document / text type
— Authorcharacteristics
— Sources of error inhe hput
— Intentional errorsources
— Medum-related error sources
— Performanceselated errors
— Quality characteristics, sub-characteristics and ata#h
— Systen internal characteristics
— MT sysem-speciic characeristics
(translationprocess)
— Model of translation process (rule-based /
example-based / statistical / translatimemory)
— Linguistic resources ahutlities
— Characteristics related tioe nterded mode of use
— Post-edithg orpost-translation capacities
— Pre-edithg orpre-translatin capacities
—\Vocabuary sarch
— User performed dictionary updating
— Automatic dictionary updatg
— Systen external characteristics
— Functionality
— Suitability (covermge — readability —
fluengy / syle — clarity — teminology)
— Accurag (text as a whole — individual
sentence level — types of errors)
— Inteloperabiity
— Compliance
— Security
— Reliabilty
— Usability
— Efficiengy
— Time behavior(production time / speedof
translation- readng time — revisionard post-
editing / orrectiontime)
— Resource beavior
— Maintainability
— Portability
— Cost

Practicalwork using the presenttaxonamy was the
object of a series of workshops organized by the



Evalugion Work Group of the ISLE Project. There has
been considerablecontiruity betveen workshops, with

the resdt that the most recert in the seriesoffered a

number of interesthg examples of using the taxonamy in

practice. A very wide range of topics was covered,
including the development of new metrics, invedigations

into possiblecorrelationbetveen metrics, ways to take

into accoumdifferentuserneedsnovelscenariodoth for

the evalation andfor the ultimate useof an MT system

and ways to automate MT evalation. The four

workshopstook placein October200 (at AMTA 2000,

April 2001 (stand-alonehands-o workshop at ISSCO,
Geneva), June 2001 (at NAACL 2001) and September
2001 (at MT Summit VIII).

Among the first conclusions dravn from the
workshopsis the fact that evaluatorstend to favor some
parts of the secondtaxonomy — especialy attributes
relatedto the quality of the output text — andto negled
some others— for instancethe definition of a userprofile.
It appearsthat the sub-hierarcly related to the "hard
problem",i.e. the quality of output text, should be better
developed. Sub-charactertgs such as the trarslation
quality for noun phrase (which is further on split into
several attribtes) attracted stegdnterest.

The proposed taxononmes can be accesed and
browsed through a computer interface. The mecansm
that supportsthis fundion also ensuresthat the various
nodes and leaves of the categoriesare stored in a
common forma (based on XML), and simplifies
considerabl the periodic update of the classfications
(Ppescu-Bek et al., 2001). A first versimm of our
taxonamies is visible at http://www.isi.edu/
natural-language/ mteval andthe secand one at
http://www.issco.unige.ch/projects/
isle/taxonomy?2 — thetwo sites will soonmirror a
third, updated version.

5. Towards the Refnement of the
Taxonomies

The taxonamies form but the first stepin a larger
program- listing the essatial paranetersof importance
to MT evaluatim. But for a comprehasive and
systematic understading of the problem,onealso hasto
analze the nature and resuls of the actual evaluation
meaaires used.In our currert work, a primary focusis
the anaysis of the measiresand metrics: their variaion,
correlation, expected deviation, reliability, cost to
perform, etc. This secton outlines first a theoretical
framework featuring coherace criteria for the metrics,
then lists the (unfortunately very few) examples from
previous research.

5.1. Coherene Criteria for Evaluation Metri cs

We have defined coherence criteria for NLP
evaludion metrics in an EAGLES-baed framework
(Ppescu-Bek, 1999). The following criteria, appliedto
a casewherethereis no goldenstandardto comparea
system’'s responseto, enable evduators to choosethe
most suitable metric for a given attribute and help them
interpret thameasires.

A metric my; for a given attributeA is a fundion from
an abstract'quality space’onto a numeric interval, say
[0,1] or [0%, 100%]. With respectto definition (a) in
Section 2.3.3., eaclystam occupiesa placein the qualty

spaceof A;, quantfied by that metric. Since the goal of
evaludorsis to quartify the quality level using a metric,
they must poll the expertsto getan ideaof what the best
and theworst qualiy levels are forA;.

It is often easy to find the bestquality of a resporse,
but there are at leasttwo kinds of very poor quality
levels (a) the worg imaginable ones (which a system
may rarely adually descadto) and(b) thelevelsattaned
by simplistic or baselinesystens. For instance, for the
capaciy to translatepolysemous words, a system that
always outputs the most frequent sense of sourcewords
doesfar betterthan the worg possiblesystan (the one
thatalways getsit wrong) or than arandam system. Once
these limits are identified, the following coherace
criteria should be tested for:

e UL —upper limit: A metric for an attribue A, must
reach 1 for best quality of a system, and
(reciprocally) only reach 1 when the quality is
perfect;

e LL —lower limit: A metric for an attribute A; must
reachO for the worg possiblequality of a system,
andonly reach 0 whenthe qualty is extramely low.
Since it is not eay to identify the set of lowest
quality cases, one agaalternatiely ched that:
= receivirg a 0 score corresponds to low qual
= all theworst quality resporses receie a 0 score;
= thelowesttheoreticalscoresarecloseor equalto

0 (a necessar condition for the previous
requiranert).

e M — monotonicity: A metric must be monotonic,
that is, f the qualiy of system A is higher than that of
system B, thenthe scoreof A must be higherthanthe
score ofB.

One should note that it is difficult to prove that a
metric does satify thesecoher@ce criteria, and much
easierto usecouwnter-examplesto criticize a meaureon
the basisof these criteria. Finally, one can alsocompare
two metrics, stating that m; is more severethanm, if it
yields laver scores for each possible tjualevel.

5.2. Analyzing the Behavior of Measues

Since our taxonomy gathers numerous qudity
attributesand metrics,therearebasicaspectof MT that
may be ratedhrough severakttributes,and eachattribute
may be scoredusing several metrics. This uncomfortable
state of #airs callsfor investigation. If it shouldturnout,
for a given charactestic, that one specfic attribute
correlatesperfecty with human judgments, subsimes
most or all of the other proposedmeasires, can be
expressedeasily through one or more metrics, and is
cheapto apply, we should have no reasorto look further:
that aspect ofhie taconamy would be settled.

The full list of desideratafor a measure is not
immediatel clear, but thereare same obvious ones. The
measire:

e must be eagto defne, clear andnituiti ve;
e must correlatewell with human judgments under
all conditionsgenres, domans, etc.;



* must be “tight, exhibiting as little variance as
possible across evalators, or for equivalen
inputs;

* mustbecheapto prepare(i.e., not requirea great
deal of human effort for training data or ideal
examples);

* must be cheap to apply

» shoud be autonated if posible.

Unexpectedy, the literature contans rather few
methodologicalstudiesof this kind. Few evaluatorshave
bothered to try someme elsés measuwes too, and
correlatethe resuls. However, thereare same advances.
In recent promising work using the DARPA 1994
evaludion reaults (White et al., 1992 199), White and
Fornerhavestudiedthe correlationbetwveen intelligibility
(syntactic fluency) and fidelity (White, 2001) and
between fidelity and noun compound trandation (Forner
and White, 2001). As one would expectwith meaures
focusing on aspecs asdifferert assyntax and semanics,
some correlationwasfound, but not a clearone.Papineni
et al. (2001) comparedthe scoresgiven by BLEU, an
algorithm mertioned abovewith human judgmerts of the
flueny and fidelity of trarslatiors. They found a very
high level of agreement, with correlationcoeficients of
0.99(with monolingual judges) and 0.96 (bilinglanes).

Another important matter is inter-esaluator
agreenent, reported on by mog careful evaluations.
Although theway oneformulates instrucions hasa major
effed on subjects’ behavior, we still lack guidelinesfor
formulating the instructiors for evduators,and no idea
how variations would affect systems' scores.Similarly,
we do notknow whether a 3-point scaleis more effective
thana5- or 7-point. Experimerts areneededo detemine
the optimal point betveen inter-evaluator consigency
(higher ona shorterscale)andevalationinformativeness
(higheron alonger scale).Still anotherimportant issueis
the number of measure points requiredby ead metric
beforethe evalationcan be trusted,a figure that can be
inferred from the corfidence levels of past evaludion
studies.

In the ISLE researchwe are now embaking on the
desiqy of a progran tha will help addressthese
questiors. Our very ambitious goal is to know, for each
taxon in the taxonamy, which measure(s) are most
apprriate, which metric(s) to usefor them, how much
work and costis involvedin appling eachmeasire, and
what final level of scoreshauld be consideredacceptable
(or not). Armed with this knowledge, a would-be
evaludor would be ableto makea much more informed
selection ofwhat to evduate anl how to go about it.

5.3. A View to the Future

It can be appreciatedthat building a taxonomy of
featuresis an arduoustask, made more difficult by the
fact that few extemal criteria for correctnessxist. It is
eay to think of featuresand to createtaxonamies; we
therefore have several suggegions for taxonany
strucure, and it isunfortunately vety difficult to arguefor
the correctnessof one aganst anoher. We therefore
explicitly do not claim in this work that the present
taxonamy is correct,complete,or not subjectto charge.
We expectit to grow, to becomemore refined,andto be
the subject of discusion and disagreenent — that is the

only way in which it will show its relevace.
Nonethelss, while it is possibleto continuerefining the
taxonany, collecting additional reference, and

classfying additional measires, we feel that the most
pressimg work is only now being started.Thetaxonamy is
but the first step toward a more comprehasive and
systematic understading of MT evaluaton in all its
compleity, including a dedicatedorogram of systematic
compariso betveenmetrics.

The dreamof a magic test that makeseverything eay
— preferablyan automated process- always remains. A
recentcandidateproposedy (Papineniet al., 2001),has
thesedesirablecharactestics. Should it be true that the
method correlatesvery highly with human judgments,
and that it really requiresonly a handful of expert
translatims, thenwe will be sparedmuch work. But we
will not be done.For althowgh the existence of a quick
and cheap evaationmeagireis enough for many people,
it still doesnot cover more than a small portion of the
taxonamy; all the other aspectof MT that peoplehave
wished tameasure in he past rmain to bemeasired.

A generaltheme running throughout this docunent is
that MT evaluatian is simply a special,although rather
comple, case of software evaludion in general. An
obviousquestionthen is whetherthe work describechere
can be extended to other fields. Same previows
experience has shown that it applies relatively
straichtforwardly to sane donains,for exanple,dialogue
systams in a specific context of use. However, as the
systams to be evaluded grow more complex, the contexts
of use becane potentally almog infinite. Trying to
imagine them all and to draw up a descriptie scheme as
we are doing for MT systams becanes a challenging
problem, that must be addressedn the future. It is
neverheles our belief that the basic ISO notion of
building a quality model and associatig appropriate
metrics to it $ioud carry over to ahost ary application.
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